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Abstract—In this paper, we present a counterfactual execution
methodology for systematic validation of exploits on systems
supporting Capability Hardware Enhanced RISC Instructions
(CHERI). Our approach uses a configurable Virtual Prototype
(VP)-based environment that enables counterfactual execution by
selectively suppressing CHERI protection traps while preserving
capability representation, Application Binary Interface (ABI)-
defined layout, and instruction behavior, thereby isolating the
effect of hardware protection. Using this approach, we adapt
all 15 applicable attacks from the Wilander and Kamkar test
suite to run on a CheriBSD system. The resulting exploits
fail to achieve their attack objective under protected CHERI
execution, but succeed under counterfactual execution, with
CHERI protection traps suppressed, allowing for meaningful
evaluation of CHERI implementations. We release all artifacts,
including the adapted test suite and VP modifications, to support
reproducible evaluation of upcoming CHERI-enabled systems.

I. INTRODUCTION

Memory corruption bugs remain a dominant source of secu-
rity vulnerabilities, as reflected in statistics from the MITRE
ranking and the Chromium project [2, 3]. While type-safe
languages such as Rust aim to address this issue, migrating
large legacy C/C++ code bases remains challenging due to
interoperability, tooling, organizational, and engineering con-
straints [4, 5]. An alternative approach is to employ hardware-
based mitigation techniques that provide strong protection
guarantees with minimal source code changes [6].

A prominent example of such a technique is Capability
Hardware Enhanced RISC Instructions (CHERI), a project
started in 2010 as part of the Clean Slate Trustworthy Secure
Research and Development (CTSRD) initiative [7], which
extends conventional architectures by augmenting pointers
with hardware-enforced capabilities. These capabilities en-
able fine-grained memory protection and scalable software
compartmentalization, preventing common memory corruption
vulnerabilities such as buffer overflows, as further explained
in Section II-A [8].

With growing industry and research engagement around
CHERI [9], ensuring that new implementations correctly en-
force its guarantees becomes critical. A natural approach is to
apply established attack test suites to CHERI-enabled systems
and observe whether exploits are prevented. However, exploits
are inherently fragile, as they rely on undefined semantics
and architecture-specific behavior with subtle assumptions
about memory layout [10]. On CHERI-enabled systems, these
assumptions may no longer hold, as capabilities alter pointer
representations and memory layouts, invalidating fixed offsets
(see Fig. 1 and Section IV). As a result, exploits may fail
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independently of the protection mechanisms, making it diffi-
cult to distinguish between failures caused by effective CHERI
protection and those caused by incorrect exploit adaptation.
Contributions: To address this challenge, we introduce a
methodology for systematic exploit validation on CHERI-
enabled systems based on counterfactual execution. In coun-
terfactual execution, we run the same binary under identical
conditions, but with CHERI protection traps suppressed, al-
lowing us to unambiguously distinguish between exploit fail-
ures caused by CHERI protections and those caused by incor-
rect adaptations. We realize this mode in a Virtual Prototype
(VP), called RISC-V VP++, by extending its existing CHERI
support with runtime-controllable CHERI protection trap sup-
pression. An extensive case study on a well-known attack test
suite derives validated exploits that fail under protected CHERI
execution but succeed under counterfactual execution, enabling
meaningful evaluation of upcoming CHERI implementations.
All artifacts, including the adapted test suite, modifications to
RISC-V VP++, and evaluation results, are released to support
reproducibility [11, 12].

II. PRELIMINARIES

This section summarizes the CHERI architecture and the
VP environment used for its evaluation.

A. CHERI

CHERI extends conventional architectures with hardware-
enforced capabilities, which are unforgeable tokens of author-
ity that augment pointers with metadata such as bounds and
permissions. For example, in a C-program, a pointer to an
array is associated with explicit bounds, preventing accesses
beyond the allocated memory region. Capabilities are twice
the size of regular pointers (i.e., 128 bits on a 64-bit architec-
ture) plus an additional tag bit indicating the validity of the
capability [13]. This tag is tracked by the hardware, stored out-
of-band alongside memory, and also held in each capability
register. When dereferencing a capability, the hardware checks
that the tag is valid, bounds and permissions are respected, and
raises a trap if any check fails, preventing the access.

Using CHERI-aware compilers, runtimes, and
Operating System (OS) support, software can leverage
capabilities for fine-grained memory protection with minimal
or no source changes [6]. The first OS to support CHERI in
both kernel and user-space is CheriBSD, which is a port of
FreeBSD that enables system-wide memory protection and
compartmentalization based on CHERI [14].



Driven by the CHERI Alliance [15], CHERI is currently
being standardized as a RISC-V extension, referred to as
RV64Y [16]. Since RV64Y remains under active development
and is not yet stable, we base this work on the CHERI-
ISA-v9 specification [13], which serves as a stable reference
for CHERI-enabled RISC-V architectures. We refer to this
architecture as RV64_Cv9. Our methodology and evaluated
exploit adaptations are expected to apply to RV64Y, as the
architectural aspects relevant to this work (i.e., capability
representation, bounds, permissions, tags, and trap behavior)
are aligned with the CHERI-ISA-v9 specification.

B. Virtual Prototypes and RISC-V VP++

A VP is a software model of a hardware platform in-
cluding processor, bus and peripherals that provides a con-
trolled execution environment for early software development
and design space exploration, often before the availability
of physical hardware. Written in SystemC [17] utilizing
Transaction Level Modeling (TLM) [18], VPs allow for orders
of magnitude faster execution than Register Transfer Level
(RTL) simulations [19, 20].

In this work, we utilize RISC-V VP++, an open-source
platform for RISC-V [21], recently extended with CHERI
support [22], as our evaluation platform. The VP supports both
bare-metal execution and full-system simulation, including
Linux, FreeBSD and CheriBSD, and operates at near-real-time
speeds, enabling efficient iterative experimentation [23-25].

III. RELATED WORK

Prior work formally verifies security properties of the
CHERI Instruction Set Architecture (ISA), for example for the
Arm Morello architecture [26], but such ISA-level verification
does not by itself validate concrete implementations. Formal
approaches provide strong assurance, but require substan-
tial modeling effort, whereas our methodology enables fast
implementation-level testing by providing validated exploits.
Counterfactual execution has been used in software debugging
to isolate failure causes, such as in FLEX [27]. We apply this
principle at the architectural level by comparing executions
that differ only in CHERI trap suppression. Finally, prior
work on CHERI software migration shows that even source-
compatible systems can expose subtle incompatibilities [28,
29], a problem amplified for exploits because they rely on
undefined behavior, calling conventions, and fragile memory-
layout assumptions [10]. Our methodology addresses this gap
by requiring an adapted exploit to succeed under counter-
factual execution before treating its failure under protected
execution as evidence of effective CHERI protection.

IV. AMBIGUITY IN EXPLOIT EVALUATION

Exploit-based evaluation is commonly used to assess
whether a protection mechanism prevents known classes of
attacks. However, such evaluations are only meaningful if
the exploit being tested still represents the original attack.
This assumption becomes problematic across architectures,

because exploits often rely on undefined behavior and low-
level details such as memory layout, stack-frame organization,
and calling conventions. Prior work has shown that migrating
regular software to CHERI-enabled systems can expose subtle
compatibility issues [28, 29]. This is a problem for exploit-
based evaluation, as an exploit may fail due to incorrect
adaptation rather than effective CHERI protection.

To illustrate this ambiguity, we analyze one attack from
the test suite introduced in Section VI. The attack is a stack-
based buffer overflow that attempts to overwrite the saved
return address (ra) of the current stack frame. As shown in
Fig. 1(a), the exploit first constructs an overflow buffer. Its
length is derived from the distance between the local stack
buffer and the address of a dummy variable passed to the
vulnerable function as a parameter. Additionally, an offset that
accounts for the assumed stack-frame alignment is subtracted.
The payload consists of filler bytes, shown as "AA...AA’,
followed by the address of the attack code (&attack_code)
placed at the position expected to overlap the saved ra. The
constructed payload is then copied into the local buffer on the
stack. Although the test case performs this copy directly using
memcpy, it models the common case where attacker-controlled
input exceeds the bounds of a buffer.

On RV64, the exploit’s assumptions match the actual stack
frame. The copy therefore reaches the saved ra, overwrites
it with &attack_code, and redirects control flow when the
function returns. This can be observed in Fig. 1(a), where the
payload word containing &attack_code ( ) overlaps the
saved return address (ra) ( ).

On RV64_Cv9, the same exploit fails because the attempted
memcpy violates the bounds of the buffer capability and
raises a hardware trap. Taken in isolation, this failure could
be interpreted as evidence that working CHERI protection
prevents the attack, but this interpretation is incomplete. In this
case, the exploit is incorrectly constructed for the CHERI stack
layout, leading to a failure that is independent of CHERI’s
protection mechanisms.

The reason is that CHERI changes the representation of
pointers on the stack. In the CHERI calling convention,
the saved return address is a capability, shown as cra in
Fig. 1(b), rather than a plain integer. This shifts the location
of the address field within the stack frame, so it is no longer
overlapped by the payload word containing &attack_code.
As shown in Fig. 1(b), the location targeted by the original
exploit ( ) and the true return address field ( ) no
longer coincide. The exploit therefore corrupts the metadata
of the saved cra while its address field is overwritten by filler
bytes. This leads to a jump to a (most likely) invalid address,
resulting in a trap or other unintended behavior on function
return. Thus, even when CHERI protections are not correctly
implemented, or traps are suppressed, as in the counterfactual
execution mode introduced in Section V, the exploit does not
redirect control flow to the intended attack code.

This example highlights the central challenge for exploit-
based evaluation of new CHERI implementations. Observing
that an exploit fails on a CHERI-enabled system is insufficient
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to conclude that CHERI mitigated the attack. The failure may
stem from architectural protection, but it may also stem from
an exploit whose stack-layout assumptions are no longer valid.
This ambiguity motivates the systematic validation methodol-
ogy introduced in the next section.

V. METHODOLOGY: VP-BASED EXPLOIT VALIDATION

For reliable evaluation of CHERI implementations, exploit
failures must be unambiguously attributed to effective CHERI
protection rather than incorrect exploit construction. As shown
in Section IV, this distinction is non-trivial because an exploit
may fail simply because its assumptions about the target
architecture are no longer valid. Although such cases can be
identified through careful manual analysis, manual validation
is time-consuming and error-prone, especially for larger test
suites and more complex systems.

To systematically resolve this ambiguity, we introduce a
methodology that isolates the effects of CHERI protection.
For each exploit, we compare its behavior in a regular CHERI
execution environment against a counterfactual execution. The
counterfactual execution mode preserves capability represen-
tations, Application Binary Interface (ABI)-defined memory
layout, and instruction behavior (including tag propagation),
but suppresses traps caused by CHERI protection checks.
This makes the counterfactual run a reference execution for
determining whether the exploit is correctly adapted to the
CHERI target architecture.

We implement this methodology using RISC-V VP++
by extending its existing CHERI support with runtime-
controllable CHERI protection trap suppression. The
RV64_Cv9 configuration represents the default execution,
where CHERI bounds, permissions, and tag checks are
enforced as specified in CHERI-ISA-v9. The counterfactual
execution mode, RV64_Cv9-CF, allows the same CHERI
program to execute with CHERI traps suppressed. In this
mode, CHERI traps are only logged, while the operation
triggering the trap continues uninterrupted. Because both
configurations share the same capability representation,

AFail / B Fail A Success / B Fail AFail / B Success A Success / B Success
- Invalid exploit - Inconsistent Outcome - Valid Exploit - Unmitigated Exploit

Fig. 2. VP-based exploit validation on CHERI-enabled architectures.

ABI-defined layout, and instruction behavior except for
whether CHERI traps terminate execution, a protected-run
failure paired with counterfactual success can be attributed to
effective CHERI protection.

Fig. 2 illustrates the methodology and the resulting classifi-
cation. We classify an exploit as successful only when execu-
tion reaches the intended attack code and reports the expected
marker. Executions that trap, terminate early, or reach another
unintended state are classified as failures. By comparing the
exploit outcome under protected and counterfactual execution,
each exploit can be assigned to one of four categories:

. : Exploit fails on RV64_Cv9, but succeeds
on RV64_Cv9-CF, isolating CHERI protection as the only
cause of failure.

. : Exploit fails on both RV64_Cv9 and
RV64_Cv9-CF, indicating the failure is caused by invalid
exploit construction and cannot be attributed to working
CHERI protection.

o Unmitigated exploit: Exploit succeeds on both
RV64_Cv9 and RV64_Cv9-CF, indicating that CHERI’s
protections are not effective against this attack.

« Inconsistent outcome: Exploit succeeds on RV64_Cv9,
but fails on RV64_Cv9-CF, contradicting expected behav-
ior of the system. This may arise due to instability in
the exploit or experimental setup and does not provide
meaningful insights into CHERI’s protection guarantees.

Our methodology enables systematic validation of exploit
behavior without requiring detailed manual analysis of indi-
vidual failures. Furthermore, it provides direct guidance for
exploit adaptation, as incorrect assumptions about the target
architecture can be identified and corrected based on the
behavior observed in the reference configuration, as demon-
strated in the case study in Section VI.

VI. CASE STUDY: PORTING EXPLOITS TO
CHERI-ENABLED RISC-V SYSTEMS

To evaluate our methodology, we adapt the exploit test suite
introduced by Wilander and Kamkar [1] to RV64_Cv9. The
suite comprises buffer overflow exploits targeting different
memory regions to redirect control flow to attacker-controlled
code. While the original test suite contains 20 exploits tar-
geting x86, it was adapted to RV32 with attacks relying on
longjmp and base pointer corruption excluded [30]. Later
work improved the porting status and made the source code of
18 exploits available, forming the basis of our case study [31].
Table I lists all 18 exploits and categorizes them by attack
technique, targeted object and memory location.

The exploits are not tied to a specific OS and can run
bare-metal with a compatible runtime (e.g., standard library



support). We focus on CheriBSD for RV64_Cv9, as it provides
a realistic environment and enables direct comparison with the
legacy RV64 implementation running a matching FreeBSD ver-
sion. To minimize compiler-induced differences, all software
is built with the CHERI-aware Clang/LLVM toolchain [32],
targeting CheriBSD on RV64_Cv9 and FreeBSD on RV64.

For each exploit, we apply a three-stage porting procedure
that mirrors our methodology: first (Section VI-A) establish
a working RV64 baseline, then (VI-B) adapt the exploit until
it succeeds under counterfactual execution on RV64_Cv9-CF,
and finally (VI-C) check that the same adapted exploit is
prevented on RV64_Cv9. After an exploit reaches the expected
outcome at a stage, we repeat that stage 100 times to check
for flaky behavior and nondeterminism.

A. Establishing a Baseline on RV64

Before adapting the exploits to RV64_Cv9, we establish a
baseline by porting the available test suite targeting RV32 to
RV64 and verifying that control flow is redirected as intended.
This requires adjusting hardcoded offsets and addresses to
account for architectural differences.

Then, we adapt the exploits to FreeBSD, in particular
by correcting assumptions about the longjmp buffer, which
differs from the one used in the test suite’s original target.
This yields 15 exploits for FreeBSD that succeed reliably
across 100 runs. The remaining 3 exploits are inapplicable on
RISC-V because they assume usage of a base pointer, which
is not used in the RISC-V calling convention, as stated in [30].
Table I summarizes the porting status, with the FreeBSD/RV64
column reflecting the results of this section, marking adapted
exploits with v*, and inapplicable ones with —.

B. Adapting to RV64_Cv9

To ensure that exploits are correctly constructed for
RV64_Cv9, we iteratively adapt them until they success-
fully redirect control flow under counterfactual execution on
RV64_Cv9-CF. As shown in the RV64_Cv9-CF column of Ta-
ble I, most exploits require adaptation to work on RV64_Cv9.
Exploits targeting the longjmp buffer are adapted to account
for capabilities in the buffer layout. Additionally, all exploits
relying on return address corruption are adjusted to account
for the shifted stack layout in their offset assumptions. For the
attack analyzed in Section IV this is illustrated on the right
side of Fig. 1, where the true offset for RV64_Cv9 is shown.
Eventually, we obtain a set of 15 exploits that reliably succeed
on RV64_Cv9-CF.

C. Protection Validation

Finally, we validate CHERI protection under protected
execution for the adapted exploits by ensuring they are reliably
prevented on RV64_Cv9. This exposes a limitation in CHERI’s
default bounds checking, as attacks targeting objects in the
.bss section are not stopped at the overflow itself. In our test
suite, multiple variables are packed into a struct to preserve
adjacency in .bss, and CHERI does not enforce sub-object
bounds by default to remain compatible with common C

TABLE I
SUMMARY OF THE PORTING STATUS OF THE 18 ATTACKS FROM [1].
Attack Type FreeBSD CheriBSD

Techn. Target Loc. RV64 RV64_Cv9-CF  RV64_Cv9
direct function pointer (param) stack /F v X
direct longjmp buffer (param) stack v v X
indirect  function pointer (param)  stack v v X
indirect  longjmp buffer (param) stack v v X
direct return address stack v v X
direct base pointer stack - - -
direct function pointer stack v v X
direct longjmp buffer stack v e X
direct function pointer bss ‘e v X
direct longjmp buffer bss . v/ X
indirect  return address stack v . X
indirect ~ base pointer stack - - -
indirect ~ function pointer stack v* v X
indirect  longjmp buffer stack e v X
indirect  return address bss v v X
indirect ~ base pointer bss - - -
indirect  function pointer bss v v X
indirect  longjmp buffer bss v* v X

v succeeds, v'* succeeds after adaptation, X is prevented, — is inapplicable.
idioms [33, 34]. As a result, an overflow from the target buffer
may affect adjacent fields without violating capability bounds.

However, the tag of the corrupted capability is still cleared
by the non-capability store, which invalidates the capability.
Therefore, any subsequent dereferencing triggers a hardware
trap caused by CHERI’s tag validation. Thus, although the
overflow itself is not always prevented by bounds checking, the
attack is still mitigated through capability invalidation, demon-
strating layered protection mechanisms in CHERI. When com-
piled with sub-object bounds enforcement enabled, these cases
are stopped at the overflow in our experiments consistently
across 100 repeated runs per exploit.

By applying the proposed methodology, we obtain a set
of 15 validated exploits that can be used for meaningful
evaluation of new CHERI implementations [12].

VII. CONCLUSION

We present a VP-based methodology for systematic exploit
validation on CHERI-enabled systems that resolves exploit-
failure ambiguity through counterfactual execution. Matched
executions preserve capability representation, ABI-defined lay-
out, and instruction behavior, but differ in whether CHERI pro-
tection traps are suppressed, distinguishing effective CHERI
protection from incorrect exploit construction.

Applying our methodology to a well-known attack test suite,
we derive a set of validated exploits for RV64_Cv9 evaluation.
These exploits reliably succeed under counterfactual execution
and are consistently prevented under protected CHERI execu-
tion. This enables fast and meaningful evaluation of CHERI
implementations, because failures of these exploits can be
unambiguously attributed to effective CHERI protection on
the target system.

Future work will extend the methodology to additional vul-
nerability classes, such as use-after-free, and larger benchmark
suites, including RIPE [35] and NIST Juliet [36, 37].

All artifacts, including the test suite, VP modifications, and
results, are available to support reproducibility [11, 12].
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